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Abstract

Background and objective: Lung cancer, a leading cause of cancer-related deaths globally, emphasizes the impor-
tance of early detection for improving patient outcomes. Pulmonary nodules, often early indicators of lung cancer,
necessitate accurate and timely diagnosis. Despite advances in Explainable Artificial Intelligence (XAI), many ex-
isting systems struggle to provide clear, comprehensive explanations, especially in scenarios with limited labelled
data. This study introduces MERA, a Multimodal and Multiscale self-Explanatory model designed for lung nodule
diagnosis with considerably Reduced Annotation requirements.

Method: MERA integrates unsupervised and weakly supervised learning strategies, including self-supervised
learning techniques and Vision Transformer architecture for unsupervised feature extraction, followed by a hierar-
chical prediction mechanism that leverages sparse annotations through semi-supervised active learning in the learned
latent space. MERA explains its decisions on multiple levels: model-level global explanations through semantic la-
tent space clustering, instance-level case-based explanations providing similar instances, local visual explanations via
attention maps, and concept explanations based on critical nodule attributes.

Results: Evaluations on the public LIDC dataset underscore MERA’s superior diagnostic accuracy and self-
explainability. With only 1% of annotated samples, MERA achieves diagnostic accuracy comparable to or exceeding
that of state-of-the-art methods that require full annotation. The model’s inherent design delivers comprehensive,
robust, multilevel explanations that align closely with clinical practices, thereby enhancing the trustworthiness and
transparency of the diagnostic process.

Conclusions: MERA addresses critical gaps in XAI and lung nodule diagnosis by providing a self-explanatory
framework with multimodal and multiscale explanations and significantly reduced annotation needs. The demon-
strated viability of unsupervised and weakly supervised learning in this context lowers the barrier to deploying di-
agnostic AI systems in broader medical domains. MERA represents a significant step toward more transparent,
understandable, and trustworthy AI systems in healthcare.

Our complete code is open-source available: https://github.com/diku-dk/credanno.
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1. Introduction

Lung cancer remains a leading cause of cancer-
related deaths worldwide, with early detection being
critical for improving patient outcomes [1]. Pulmonary
nodules, which are small masses of tissue in the lungs,
are often the first indicators of potential lung cancer.
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Accurate and timely diagnosis of these nodules can sig-
nificantly impact the prognosis and treatment strategies
for affected individuals [2, 3]. Lung nodule diagnosis
is a critical step in the early detection and treatment of
lung cancer [2, 3], which remains a leading cause of
cancer-related deaths worldwide [1]. In this domain,
not only the high prediction accuracy but also trans-
parency in decision-making processes aligning with di-
agnostic practices are of paramount importance for clin-
ical acceptance and trust. Despite notable advances in
Explainable Artificial Intelligence (XAI) [4–8], many
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Figure 1: Multimodal and multiscale explanations as an intrinsic driving force of the decision: local visual explanations via attention maps,
model-level global explanations through semantic latent space clustering, instance-level case-based explanations providing similar instances, and
concept explanations based on critical nodule attributes.

existing XAI systems struggle to provide clear, compre-
hensive multi-level explanations [9, 10], particularly in
scenarios where labelled data is scarce or even absent
[11].

This work introduces MERA, a Multimodal and
Multiscale self-Explanatory model for lung nodule di-
agnosis with considerably Reduced Annotation needs.
MERA is designed to be primarily unsupervised, re-
quiring little annotated data, and stands out through its
capacity to elucidate the reasoning behind its decisions
in a multimodal and multiscale manner (illustrated in
Fig. 1):

• Model-level Global Explanations: MERA’s deci-
sion procedure is designed to align with radiol-
ogists’ guidelines [12]. It learns a semantic la-
tent space, where the clustering reveals underlying
correlations between nodule attributes and malig-
nancy, to support a global understanding of model
decisions.
• Instance-level Case-based Explanations: By pre-

senting cases most similar to the one under con-
sideration, akin to methodologies like ProtoPNet
[13], MERA aids radiologists by contextualising
decisions with comparable instances.
• Local Visual Explanations: The model generates

attention maps that provide visual explanations,
highlighting the regions of interest in the imaging
data that contribute to the diagnosis.
• Concept Explanations: MERA predicts a set of

nodule attributes defined in consensus by radiol-
ogists [12], which are then used to inform the final
malignancy prediction.

It is important to note that most of these explanatory
mechanisms operate independently of annotations, with
the sole exception being the concept explanation, which
necessitates as little as 1% of annotation.

Methodologically, MERA employs a sophisticated
integration of unsupervised and weakly supervised
learning strategies and original components. The model
utilises self-supervised learning (SSL) techniques [14]
and a Vision Transformer (ViT) architecture [15] for
unsupervised feature extraction, followed by a hierar-
chical prediction mechanism that leverages sparse an-
notations through semi-supervised active learning [16]
in the learned latent space. This approach not only ex-
ploits the use of available data and annotations, but also
empowers the model with explainability across the out-
lined levels.

Extensive evaluations on the public LIDC dataset
demonstrate MERA’s effectiveness and superiority over
existing methods in diagnostic accuracy and explain-
ability. It achieves comparable or better diagnostic ac-
curacy using only 1% annotated samples compared to
state-of-the-art methods requiring full annotation. The
model’s intrinsic design provides comprehensive, ro-
bust, multilevel explanations that align closely with
clinical practices, significantly enhancing the trustwor-
thiness and transparency of the diagnostic process.
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Our contributions are twofold: First, we address a
critical gap between XAI and lung nodule diagnosis by
proposing a self-explanatory framework that offers mul-
timodal and multiscale explanations with considerably
limited annotation. Second, we demonstrate the feasi-
bility of unsupervised and weakly supervised learning
in this context, significantly lowering the barrier to entry
for deploying diagnostic AI systems in broader medical
domains. MERA represents a significant step toward
more transparent, understandable, and trustworthy AI
systems in healthcare.

2. Related work

2.1. Lung nodule analysis

Optimal treatment of an individual with a pulmonary
nodule is crucial as it can lead to the early detection of
cancer [3]. The relevance of lung nodule analysis us-
ing machine learning methods lies in its potential to en-
hance the accuracy and efficiency of early lung cancer
diagnosis. Deep learning methods, in particular, have
demonstrated a superior capability to automatically ex-
tract features from limited annotated datasets, signifi-
cantly improving lung nodule detection and classifica-
tion [17, 18].

The inherent demand for transparency and compre-
hensibility in medical diagnostics, especially in lung
nodules analysis, makes the explainability of algorithms
essential. Explainability is not merely a desirable at-
tribute but a fundamental requirement to ensure clinical
efficacy and user trust.

Features critical for the algorithms’ decision-making
are often emphasised in international guidelines [12],
which highlight their significance in lung nodule classi-
fication. These include:
• Malignancy: Indicative of potential cancerous na-

ture, assessed through size, growth patterns, and
cellular abnormalities.
• Subtlety: The visibility of nodules in medical

imaging, which can range from clearly visible to
subtle and easily missed.
• Calcification: Calcium deposits within the nodule

provide insights into its nature, with distinct pat-
terns suggesting different conditions.
• Sphericity and Margin: These factors aid in as-

sessing the overall shape, where a spherical shape
is often linked to benign conditions, and irregular
margins may indicate malignancy.
• Lobulation: Rounded projections on the nodule’s

periphery, suggesting a potentially aggressive na-
ture.

• Spiculation: Spicules extending from the nodule,
associated with a higher risk of malignancy due to
their infiltrative nature.
• Texture: Internal composition variations, offering

additional diagnostic clues.
Analysing these characteristics collectively enables

healthcare professionals to develop a detailed and nu-
anced profile for each lung nodule, facilitating accurate
classification and informed decision-making in patient
care. This multi-faceted approach to nodule assessment
underscores the complexity of lung nodule characterisa-
tion and highlights the need for a thorough understand-
ing of each characteristic to ensure precise and reliable
diagnostic outcomes.

Continuous advancements have been made using the
public LIDC dataset [19] to predict these attributes
along with malignancy classification. Notable efforts
include: HSCNN[4] proposed a hierarchical network
using 3D volume data. MTMR[7] and MSN-JCN[6]
approached this task as a multitask learning problem,
where MTMR[7] also used all 2D slices in 3D vol-
umes as input, and MSN-JCN[6] even used additional
segmentation masks, annotated diameter information,
as well as two other traditional methods to assist train-
ing. X-caps[5] is the most similar work as ours, but as
above, still relies heavily on annotations. WeakSup[8]
attempted to reduce the dependency on feature anno-
tations to 25% through multi-stage training and multi-
scale 3D volume data, although its performance de-
grades with further reductions in annotations. In con-
trast, our methodology not only preserves robust perfor-
mance with a minimal annotation requirement of only
1% for both malignancy classification and feature an-
notations, but it also introduces additional forms of ex-
plainability absent in previous models.

2.2. Interpretable methods
2.2.1. Visual explanations.

In the domain of Explainable Artificial Intelligence
(XAI), visual explanations have emerged as a pivotal
approach for elucidating the decision-making processes
of deep learning models, particularly in critical appli-
cations such as medical image analysis. Traditional
methodologies predominantly leverage post-hoc tech-
niques to generate attribution maps or saliency maps,
which highlight regions of an input image that are most
influential for the model’s prediction. These techniques,
including activation-based methods such as Class Acti-
vation Mapping (CAM) [20] and Score-CAM [21], as
well as gradient-based methods (Grad-CAM [22], Grad-
CAM++ [23], Smoothed Grad-CAM++ [24], XGrad-
CAM [25]), and Layer-wise Relevance Propagation
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(LRP) [26, 27], offer insights after the model’s deci-
sion has been made, serving as a tool for interpreting
complex models’ behaviours retrospectively. However,
these post-hoc explanations are often criticised for their
lack of transparency and potential to mislead by high-
lighting irrelevant features or multiple classes can have
the same regions of interest [9, 11]. These methods,
while useful, do not inherently integrate interpretability
into the decision-making process itself.

Our method distinguishes itself from existing strate-
gies by leveraging the model’s inherent mechanisms
to generate visual explanations that are integral to the
decision-making process, rather than retrospectively in-
terpreting these decisions. This is in contrast to tradi-
tional attribution methods.

By integrating visual explanations directly into the
decision-making process, our approach aligns with the
clinical workflow, enabling practitioners to make in-
formed decisions based on transparent and interpretable
AI-driven insights. This paradigm shift addresses the
critical need for trust and reliability in AI applications
for lung nodule diagnosis, offering a pathway to more
widespread adoption and acceptance of AI tools in med-
ical diagnostics.

2.2.2. Concept explanations.
Concept learning models, also known as self-

explanatory methods, function by initially predicting
high-level clinical concepts, and then leverage them to
inform the final classification decision [28, 29]. This
approach is especially valuable in medical applica-
tions where the reliability of AI is improved by explic-
itly incorporating clinically relevant concepts into the
decision-making pathway, and therefore gaining favour
in contrast with posthoc approaches attempting to ex-
plain “black box” models [9]. However, a critical lim-
itation of this approach is the additional burden of an-
notation cost. This is particularly significant in medi-
cal applications where expert annotations are costly and
time-consuming to obtain.

In contrast, our work addresses this critical limita-
tions by integrating self-supervised learning (SSL) tech-
niques to considerably reduce the dependency on anno-
tated data. By doing so, we mitigate the annotation bur-
den commonly associated with self-explainable mod-
els, thus enhancing the practical applicability of our ap-
proach for lung nodule diagnosis. This innovation not
only aligns with the foundational goals of XAI but also
pushes the boundaries of what is achievable in the con-
text of medical image analysis with very limited anno-
tations.

2.2.3. Case-based explanations.
Case-based models, fundamentally grounded in the

comparison of new instances with class discriminative
prototypes, offer a transparent mechanism for decision-
making and represent a significant stride towards self-
explainability. Specifically, these models operate by
learning discriminative prototypes and then perform-
ing classification by comparing the extracted features
from input images against these prototypes [13]. De-
spite their explainability advantages and successful us-
age in medical field such as Alzheimer’s Disease Clas-
sification from MRI [30] and diagnosis in chest X-ray
images [31, 32], case-based models are notably suscep-
tible to corruption by noise and compression artefacts,
which can significantly impair their performance [33].
Moreover, the training process for these models is no-
tably challenging, given the intricacy of learning dis-
criminative and robust prototypes, as highlighted by the
scarcity of available techniques for their effective train-
ing [9].

Our research introduces an innovative approach by
leveraging SSL to learn a semantically meaningful la-
tent space. This advancement enables our model to
identify and present the most similar samples as refer-
ences to the users, providing an additional layer of in-
terpretability without directly influencing the prediction
process. By doing so, we address the challenges asso-
ciated with traditional case-based models, notably the
difficulties in training and the susceptibility to noise and
artifacts, thereby enhancing the practical utility and ro-
bustness of our approach. Importantly, our work stands
distinct in its ability to reduce reliance on extensive la-
beled datasets, a common challenge in deploying case-
based reasoning systems, especially in domains requir-
ing significant expert knowledge, such as medical diag-
nosis.

2.3. Contrastive learning

In recent years, contrastive learning [14, 34–37] has
shown great potential for self-supervised learning in
computer vision area. Efforts have been made to ex-
tend its success towards the domain of medical images
[38, 39].

2.4. Vision Transformers (ViT)

Vision Transformers[15] has significantly advanced
the frontier of computer vision. However, its impres-
sive performance is shown to be heavily dependent on
large-scale data and high-capacity models – even the
ImageNet dataset[40] with 1 M samples is not enough
to unleash its full potential, let alone the medical image
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Figure 2: Method overview of the data-/annotation-efficient train-
ing. In Stage 1, an encoder is trained using self-supervised contrastive
learning to map the input nodule images to a semantically meaningful
latent space. In Stage 2, the proposed annotation exploitation mech-
anism conducts semi-supervised active learning with sparse seeding
and training quenching in the learned space, to jointly exploit the ex-
tracted features, annotations, and unlabelled data.

domain where such large-scale data is rare, as well as
annotations. Recent works [14, 41] show the successful
combination of ViT and contrastive learning in the self-
supervised paradigm. In this work, we demonstrate a
successful usage of ViT with only hundreds of training
samples.

3. Method

As illustrated in Fig. 2, the proposed approach only
requires a relatively small amount of unlabelled data and
down to 1% of their annotation in the two-stage training.
In the inference phrase, in contrast to post-hoc explana-
tions, comprehensive multimodal and multiscale intrin-
sic explanations are generated in prior to the model’s
predictions. It is worth mentioning that some of the ex-
planations can be generated even without any annota-
tion in training.

3.1. Data-/annotation-efficient training

The proposed training consists two stages: unsuper-
vised training of the feature encoder and weakly su-
pervised training to predict malignancy with human-
interpretable nodule attributes as concept explanations.
As a result, most of the parameters are learned during
the first stage in a self-supervised manner. Therefore,
in the second stage, only few annotations are needed to
train the predictors.

3.1.1. Stage1: Unsupervised feature extraction
In Stage 1, the majority of parameters are trained us-

ing self-supervised contrastive learning as an encoder
to map the input nodule images to a latent space that
complies with radiologists’ reasoning for nodule malig-
nancy.

Due to the outstanding results exhibited by DINO
[14], we adopt their framework for unsupervised feature
extraction, which trains (i) a primary branch {E,H}θpri ,
composed by a feature encoder E and a multi-layer
perceptron (MLP) prediction head H, parameterised by
θpri; (ii) an auxiliary branch {E,H}θaux , which is of the
same architecture as the primary branch, while parame-
terised by θaux. After training only the primary encoder
EθEpri

is used for feature extraction.
The branches are trained using augmented image

patches of different scales to grasp the core feature of
a nodule sample. For a given input image x, different
augmented global views Vg and local views V l are gen-
erated [42]: x → v ∈ Vg ∪ V l. The primary branch is
only applied to the global views vpri ∈ Vg, producing
K dimensional outputs zpri = EθEpri

◦ HθHpri
(vpri); while the

auxiliary branch is applied to all views vaux ∈ Vg ∪ V l,
producing outputs zaux = EθEaux

◦ HθHaux
(vaux) to predict

zpri. To compute the loss, the output in each branch is
passed through a Softmax function scaled by temper-
ature τpri and τaux: paux = softmax(zaux/τaux), ppri =

softmax((zpri−µ)/τpri), where a bias term µ is applied to
zpri to avoid collapse[14], and updated at the end of each
iteration using the exponential moving average (EMA)
of the mean value of a batch with batch size N using mo-
mentum factor λ ∈ [0, 1): µ← λµ + (1 − λ) 1

N
∑N

s=1 z(s)
pri.

The parameters θaux are learned by minimising the
cross-entropy loss between the two branches via back-
propagation [34]:

θaux ← arg min
θaux

∑
vpri∈Vg

∑
vaux∈Vg∪V l

vaux,vpri

L
(
ppri, paux

)
, (1)

where L(p1, p2) = −
∑C

c=1 p(c)
1 log p(c)

2 for C categories.
The parameters θpri of the primary branch are updated
by the EMA of the parameters θaux with momentum fac-
tor m ∈ [0, 1):

θpri ← mθpri + (1 − m)θaux. (2)

In our implementation, the feature encoders E use Vi-
sion Transformer (ViT)[15] as the backbone for their
demonstrated ability to learn more generalisable fea-
tures. The created views are image patches of size
16 × 16 and projected by a linear layer to get patch
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embeddings of d = 384 dimensions and then concate-
nated with an extra class token of the same dimensional-
ity. Following the basic implementation in DeiT-S[43],
our ViTs consist of 12 layers of standard Transformer
encoders [44] with h = 6 attention heads each. The
MLP heads H consist of three linear layers (with GELU
activation ) with 2048 hidden dimensions, followed by
a bottleneck layer of 256 dimensions, l2 normalisation
and a weight-normalised layer [45] to output predictions
of K = 65536 dimensions, as suggested by [14].

3.1.2. Stage 2: Weakly supervised hierarchical predic-
tion

In Stage 2, a small random portion of labelled sam-
ples is used to train a hierarchical set of predictors
{Gcls,Gexp}, including a predictor G(i)

exp for each nodule
attribute i, and a malignancy predictor Gcls whose in-
put is the concatenation of extracted features f and the
predicted human-understandable nodule attributes.

To jointly utilise the extracted features, annota-
tions, and unlabelled data, the set of predictors G =

{Gcls,Gexp} is trained with an annotation exploitation
mechanism (Fig. 2), consisting of three key components
elaborated as follows.

Sparse seeding. To mitigate potential bias and ran-
domness, we select seed samples by clustering[46] the
extracted features in the learned space via the primary
encoder. The extracted features are clustered into n clus-
ters, where n equals the number of seed samples to se-
lect. Then the sample closest to each cluster centroid
(based on cosine similarity) is selected as f seed, whose
annotations yseed = {yseed

cls , y
seed
exp } are used to train the pre-

dictors from the initial status st0 to the seeded status st1:

Gst1 = arg min
{Gcls,Gexp}

L
(
yseed, softmax

(
Gst0 ( f seed)

))
, (3)

where L denotes the cross-entropy loss.
Semi-supervised active learning. Semi-

supervised learning and active learning are conducted
simultaneously[16] to exploit the available data. We
adopt the classic yet effective uncertainty sampling
by least confidence as acquisition strategy [47] to re-
quest annotations yrequest for the uncertain/informative
samples f request. Concurrently, other samples with
relatively high confidence are assigned with pseudo
annotations ypseudo(stt) by the prediction of Gstt at status
stt.

Quenching. To facilitate training under the restric-
tions of limited samples and complex annotation space,
we propose ”quenching” as a training technique. Simi-
lar to Curriculum Pseudo Labelling[48, 49], at a certain
status stt since st1, the predictor weights are reinitialised

to Gst0 to avoid potential confirmation bias[50]. Mean-
while, the pseudo annotations are updated to the current
prediction results:

Gstt+1 = arg min
{Gcls,Gexp}

L
(
{yrequest, ypseudo(stt)},

softmax
(
Gst0

(
{ f request, f pseudo}

)) )
,

(4)

to preserve the learned information and resume training.

3.2. Inference from multimodal and multiscale explana-
tions

During inference, the proposed self-explanatory lung
nodule diagnosis generates multimodal and multiscale
explanations prior to using them to diagnose nodule ma-
lignancy.

Our model-level global explanation is an intrinsic
property of proposed method; instance-level case-based
explanation and local visual explanation are generated
in an unsupervised manner; only concept explanation
requires as little as 1% of annotation.

Model-level global explanation includes both model
perspective and data perspective. From the model
perspective, the model’s decision procedure is self-
explanatory in design and accords with radiologists’,
which considers both nodule images and their observed
nodule attributes. Given a nodule image xtest with ma-
lignancy annotation ycls and explanation annotation y(i)

exp
for each nodule attribute i = 1, · · · ,M, its feature f
is extracted via the primary encoder: f = EθEpri

(xtest).
The predicted human-understandable nodule attribute i
is generated by a simple predictor G(i)

exp: z(i)
exp = G(i)

exp( f ).
Then the malignancy zcls is predicted by a predictor Gcls
from the concatenation (⊕) of extracted features f and
predicted nodule attributes:

zcls = Gcls( f ⊕ z(1)
exp ⊕ · · · ⊕ z(M)

exp ). (5)

From the data perspective, the explanation is provided
qualitatively by the separability of malignancy and its
correlation to the clustering of each nodule attribute in
the learned latent space.

Instance-level case-based explanation is given by
the k-Nearest Neighbour (k-NN) instances in the
learned latent space. For a testing nodule image xtest

with its extracted feature f test, a set S ∗ of k similar sam-
ples from the training data are retrieved according to the
cosine similarities between their extracted features:

S ∗ = arg min
S

∑
f train∈S

f test · f train

∥ f test∥ · ∥ f train∥
. (6)
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Local visual explanation takes directly from the
self-attention mechanism with h attention heads:

Vexp =
1
h

h∑
i=1

softmax

(
Qi · KT

i
√

d/h

)
, (7)

where Qi and Ki are the corresponding splits from Q
and K.

Concept explanation is given as a prediction z(i)
exp of

human-understandable nodule attributes i by the afore-
mentioned set of predictors G(i)

exp: z(i)
exp = G(i)

exp( f ).

4. Experiments and discussion

4.1. Implementation details

Since our complete code for data pre-processing, im-
plementation and all experiments is open-source avail-
able, here we briefly state our main settings and re-
fer to our code repository at https://github.com/
diku-dk/credanno for further details.

4.1.1. Data pre-processing
Although several previous works[4–8] have been

evaluated on the publicly available LIDC dataset[19],
their discrepancies in sample selection and pre-
processing increase the difficulty in making direct com-
parisons. Therefore, we follow the common procedure
summarised in [51]. Scans with slice thickness larger
than 2.5 mm are discarded for being unsuitable for lung
cancer screening according to clinical guidelines [52],
and the remaining scans are resampled to the resolu-
tion of 1 mm3 isotropic voxels. Only nodules annotated
by at least three radiologists are retained. Annotations
for both malignancy and nodule attributes of each nod-
ule are aggregated by the median value among radiolo-
gists. Malignancy score is binarised by a threshold of
3: nodules with median malignancy score larger than 3
are considered malignant, smaller than 3 are considered
benign, while the rest are excluded[51].

For each annotation, only a 2D patch of size 32 ×
32 px is extracted from the central axial slice. Al-
though an image is extracted for each annotation, our
training(70%)/testing(30%) split is on nodule level to
ensure no image of the same nodule exists in both
training and testing sets. This results in 276/242 be-
nign/malignant nodules for training and 108/104 be-
nign/malignant nodules for testing.

4.1.2. Training settings
The network is trained in two separate stages.

In Stage 1, the training of the feature extraction fol-
lows the suggestions in [14]. The encoders and predic-
tion heads are trained for 300 epochs with an AdamW
optimiser [53] and batch size 128, starting from the
weights pretrained unsupervisedly on ImageNet[40].
The learning rate is linearly scaled up to 0.00025 during
the first 10 epochs and then follows a cosine scheduler
[54] to decay till 10−6. The temperatures for the two
branches are set to τpri = 0.04, τaux = 0.1. The mo-
mentum factor λ is set to 0.9, while m is increased from
0.996 to 1 following a cosine scheduler. The data aug-
mentation for encoder training adapts from BYOL[36]
and includes multi-crop [42].

In Stage 2, K-means are used for clustering to select
1% annotation as seed samples. The predictors G(i)

exp and
Gcls, each consisting of one linear layer, are first jointly
trained using the seed samples for 100 epochs with
SGD optimisers with momentum 0.9 and batch size 128.
The learning rate follows a cosine scheduler with initial
value 0.00025. After reaching the seeded status Gst1 ,
the predictors and optimisers are quenched for the first
time. The training then resumes using the requested and
dynamic pseudo annotations for 50 more epochs, where
quenching happens every 10 epochs. The input images
are augmented following previous works[51, 55] on the
LIDC dataset, including random scaling within [0.08, 1]
and resizing to 224×224 px, random horizontal/vertical
flip (p = 0.5), random rotation by a random integer mul-
tiple of 90◦, and Gaussian blur with kernel size 1.

4.2. Model-level global explanation
The reduction of annotations relies heavily on the

separability and semantic information of the learned
feature space. We use t-SNE to visualise the learned
feature as a qualitative evaluation. Feature f extracted
from each testing image is mapped to a data point in
2D space. Fig. 3a to 3h correspond to these data points
coloured by the ground truth annotations of malignancy
to nodule attribute “texture”, respectively.

Fig. 3 intuitively demonstrates the underlying corre-
lation between malignancy and nodule attributes. For
instance, the cluster in Fig. 3c indicates that solid cal-
cification negatively correlates with nodule malignancy.
Similarly, Fig. 3f and Fig. 3g indicate that lobulation
is associated with spiculation, both of which are pos-
itively correlated with malignancy. These semantic
correlations coincide with the radiologists’ diagnostic
process[2] and thereby further support the potential of
the proposed approach as a trustworthy decision support
system.

More importantly, Fig. 3a shows that even in this
2D space for visualisation, the samples show reason-
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Figure 3: t-SNE visualisation of features extracted from testing images. Data points are coloured using ground truth annotations. Malignancy
shows highly separable in the learned space, and semantically correlates with the clustering in each nodule attribute.

ably separable in both malignancy and nodule attributes.
This provides the possibility to train the initial predic-
tors using only a very small number of seed annotations,
provided they are sufficiently dispersed and informative.

4.3. Instance-level case-based explanation

In this subsection, we present a comprehensive evalu-
ation of MERA’s instance-level case-based explanation
performance, analysing both qualitative and quantitative
metrics to assess its effectiveness and robustness in clin-
ical decision-making.

Fig. 4 presents a detailed case-based explanation for
a suspicious lung nodule, emphasising the utility of our
model in identifying diagnostically relevant features.
The target nodule in Fig. 4a exhibits a partly solid struc-
ture with increased density and no calcification, marked
by irregular margins and lobulation. These features
are crucial indicators often associated with malignancy.
The training samples in Fig. 4b display varying degrees
of morphological similarity to the target case in Fig. 4a,
particularly in terms of poorly defined margins, lobu-
lation, and spiculation, all of which enhance the ma-
lignancy suspicion. Notably, the second training sam-
ple also shares a mixed texture characteristic, albeit less
pronounced, which aligns with the texture seen in the

target case. Moreover, the testing samples in Fig. 4c
manifest a consistent pattern of lobulation and spicu-
lation, alongside potentially similar relationships with
pleura and poorly defined margins, mirroring the tar-
get case’s characteristics. This resemblance in visual
features across the training and testing examples rein-
forces the model’s consistency in detecting and high-
lighting critical features across similar cases, supporting
the model’s decision process.

Similarly, Fig. 5 presents a detailed case-based ex-
planation of a benign lung nodule. The target nodule
in Fig. 5a exhibits classic characteristics of a benign le-
sion, with a solid texture, smooth and sharp margins,
and absence of lobulation or spiculation. The near-
est training samples in Fig. 5b and testing samples in
Fig. 5c exhibit similar benign characteristics, such as
solid texture, sphericity, sharply defined margins, which
align closely with the features observed in the target
nodule. The absence of malignant indicators like lobu-
lation or spiculation across these examples further rein-
forces the benign nature of the lesion. This consistency
demonstrates the model’s ability to recognise and fo-
cus on features that are typical of intrapulmonary lymph
nodes, aiding in accurate and reliable benign diagnoses.

By aligning its focus with radiological best practices,
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(a) CT image and visual ex-
planation

(b) Nearest training samples with groundtruth annotation (if avail-
able)

(c) Nearest testing samples

Figure 4: Case-based explanation of a malignant nodule. Nearest training and testing samples illustrating similarities in poorly defined margins,
lobulation, and spiculation, which are typical morphological characteristics suggesting malignancy.

(a) CT image and visual ex-
planation

(b) Nearest training samples with groundtruth annotation (if avail-
able)

(c) Nearest testing samples

Figure 5: Case-based explanation of a benign nodule.. Nearest training and testing samples display the same solid texture, smooth and sharp
margins, and lack of lobulations or spiculations, mirroring the features of the target nodule.
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the model consistently matched the target cases with
visually and diagnostically similar training and testing
samples, underscoring its reliability and generalisation
in instance-level explanations.

In addition, a quantitative analysis is also con-
ducted to provide a comprehensive understanding of the
model’s effectiveness and robustness.

The instance-level case-based explanation perfor-
mance is quantified in terms of prediction accuracy of
nodule attributes and malignancy by directly assigning
the majority labels of the set S ∗ of k nearest training
samples, as formulated in Eq. 6.

The evaluation procedure follows previous works[56,
57]: each annotation is considered independently [4];
the predictions of nodule attributes are considered cor-
rect if within ±1 of aggregated radiologists’ annotation
[5]; attribute “internal structure” is excluded from the
results because its heavily imbalanced classes are not
very informative [4–8].

Tab. 1 summarises the overall prediction performance
and compares it with the state-of-the-art deep-learning
methods. The results show that by simply assigning la-
bels of nearest training samples, MERA reaches over
90% accuracy simultaneously in predicting all nodule
attributes, which outperforms all previous works whilst
using only 730 nodules and no additional information.
Meanwhile, in predicting nodule malignancy, MERA
achieves competitive accuracy and even outperforms
other methods that rely on a larger dataset and more
extensive supervision. Notably, when reducing the an-
notated training samples to just 10%, MERA’s perfor-
mance remains largely unaffected. In addition, the con-
sistent decent prediction performance also indicates that
our approach is reasonably robust w.r.t. to the value k in
k-NN classifiers.

The demonstrated instance-level case-based explana-
tion performance, both qualitatively and quantitatively,
indicates that by providing diagnostic context that en-
hances the interpretability and reliability of the model’s
predictions, MERA offers a transparent and robust sup-
port in clinical decision-making.

4.4. Local visual explanation: case study

This section delves into the nuanced capabilities of
the proposed method in discerning and visualising the
intricate features of lung nodules through the local vi-
sual explanations. We critically assess the model’s per-
formance across a diverse spectrum of cases, categoris-
ing them into correctly predicted benign, malignant, and
incorrectly predicted samples, fostering a deeper under-
standing of its diagnostic and explanatory power in a

clinical context. Each subsection showcases how the
model pinpoints and interprets various critical diagnos-
tic features of lung nodules, highlighting its effective-
ness in distinguishing between benign and malignant
characteristics, as well as identifying areas requiring im-
provement. Through this comprehensive case analysis,
we aim to demonstrate the model’s capabilities and lim-
itations, providing insights into its potential applications
in clinical practice and its utility in aiding radiologists
in making informed decisions.

More non-cherry-picked samples are included in Ap-
pendix A.

4.4.1. Benign nodules
Firstly, we explore cases where the proposed method

correctly identified benign lung nodules. Fig. 6 features
three distinct samples where the model’s diagnostic ac-
curacy is highlighted through its ability to emphasise
specific morphological features indicative of benignity.
This section illustrates how the model differentiates be-
tween benign and malignant nodules, providing crucial
visual explanations that underline its effectiveness in
recognising features such as calcification, smooth mar-
gins, and pleural connections, which are pivotal for ac-
curate benign diagnoses.

The presented case in Fig. 6a involves a lung nodule
with characteristics typical of an intrapulmonary lymph
node, as seen in the axial chest CT image (lung win-
dow). The proposed model successfully identifies and
emphasises the key features of the nodule: its associa-
tion with the fissure, sphericity, and sharp margins. This
can be observed in the attention map where specific ar-
eas are highlighted to indicate the relationship with the
fissure (left linear highlighted area), the sphericity of the
lesion (anterior highlighted area), and the sharply de-
fined contour of the nodule (highlighted contour). These
characteristics are crucial in distinguishing benign from
malignant nodules.

In contrast, the attention maps from the competitor
methods, although capturing the lesion, do not empha-
sise these defining features distinctly. They adequately
detect the presence of the lesion but fail to highlight the
morphological details that support the benign nature of
the nodule, such as the sharp margins and the associa-
tion with the fissure.

This comparative analysis showcases the superiority
of the proposed model in focusing on diagnostically rel-
evant features, which supports its utility in clinical set-
tings for enhancing diagnostic accuracy and reducing
unnecessary interventions. The accurate prediction of
“Unlikely Malignancy” aligns with the radiological as-
sessments, confirming the effectiveness of the model in
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(a) Our method highlights the morphological features and fissure association, distinguishing it from other methods that fail to capture
these diagnostic details.

(b) The proposed method uniquely emphasise the granuloma’s calcified nature and pleural connection.

(c) Our method focuses on the shape and pleural connection of the calcified granuloma provides more accurate and contextually
relevant information compared to competitors.

Figure 6: Local visual explanation of benign nodules. From left to right: original lung nodule image patch on an axial chest CT, visual explanation
of 4 competitor methods, visual explanation of our proposed method, our predicted nodule attributes and malignancy (green font indicates correct
and red font indicates wrong, and only 1% annotated data is used for the predictions). Each subfigure demonstrates the model’s superior ability
to focus on key morphological and textural features that confirm the benign nature of the nodules, such as calcifications, smooth margins, and
connections with pleura. The proposed method effectively distinguishes these benign characteristics, which are often overlooked by other methods.
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Table 1: Prediction accuracy (%) of nodule attributes and malignancy. The best in each column is bolded for full/partial annotation respectively.
Dashes (-) denote values not reported by the compared methods. Results of our proposed MERA are highlighted. Observe that by simply assigning
labels of nearest training samples, MERA reaches over 90% accuracy simultaneously in predicting all nodule attributes and competitive accuracy
in malignancy prediction, meanwhile using the fewest nodules and no additional information.

Nodule attributes
Sub Cal Sph Mar Lob Spi Tex Malignancy #nodules No additional

information
Full annotation
HSCNN[4] 71.90 90.80 55.20 72.50 - - 83.40 84.20 4252 ✗c

X-Caps[5] 90.39 - 85.44 84.14 70.69 75.23 93.10 86.39 1149 ✓
MSN-JCN[6] 70.77 94.07 68.63 78.88 94.75 93.75 89.00 87.07 2616 ✗d

MTMR[7] - - - - - - - 93.50 1422 ✗e

MERA (20-NN) 94.28 92.07 95.45 94.54 91.81 92.33 94.54 86.35
MERA (50-NN) 94.93 92.72 95.58 93.76 91.29 92.72 94.67 87.52
MERA (150-NN) 95.32 92.59 96.10 94.28 90.90 92.33 93.63 88.30
MERA (250-NN) 96.36 92.59 96.23 94.15 90.90 92.33 92.72 88.95

730 ✓

Partial annotation
WeakSup[8] (1:5a) 43.10 63.90 42.40 58.50 40.60 38.70 51.20 82.40
WeakSup[8] (1:3a) 66.80 91.50 66.40 79.60 74.30 81.40 82.20 89.10 2558 ✗f

MERA (10%b, 20-NN) 94.54 90.90 96.23 93.76 91.03 91.42 94.41 87.13
MERA (10%b, 50-NN) 94.93 92.07 96.75 94.28 92.59 91.16 94.15 87.13
MERA (10%b, 150-NN) 95.32 89.47 97.01 93.89 91.81 90.51 92.85 88.17

730 ✓

a 1 : N indicates that 1
1+N of training samples have annotations on nodule attributes. (All samples have malignancy annotations.)

b The proportion of training samples that have annotations on nodule attributes and malignancy. c 3D volume data are used.
d Segmentation masks and nodule diameter information are used. Two other traditional methods are used to assist training.
e All 2D slices in 3D volumes are used. f Multi-scale 3D volume data are used.

clinical inference.
The two cases presented in Fig. 6b and Fig. 6c feature

calcified nodules associated with the pleura, suggestive
of benign calcified granulomas. The original CT im-
ages, when analysed with the proposed model, demon-
strate a clear focus on both the shape of the nodules and
their anatomical relationships with the pleura, which are
crucial aspects used by radiologists for diagnosis.

The attention maps from the proposed model dis-
tinctly highlight these areas, contrasting sharply with
the competitor models that primarily focus on the ex-
istence of the lesion. This specific attention to both
morphological features and contextual anatomical rela-
tionships enhances the interpretative power of the pro-
posed model, aligning it closely with expert radiolog-
ical assessment practices. The successful identification
of these nodules as benign by focusing on relevant diag-
nostic cues not only corroborates the radiologist’s inter-
pretation but also underscores the model’s potential in
reducing false positives in pulmonary nodule diagnosis.

In summary, the analysis of correctly predicted be-
nign nodules underscores the proposed method’s effec-
tiveness in identifying and highlighting essential fea-
tures that indicate a nodule’s benign nature. The dis-
cussed cases in Fig. 6 reveal the model’s ability to fo-
cus on critical diagnostic features such as fissure as-
sociations, sphericity, and calcification, distinguishing
these nodules from malignant ones. Each example illus-

trated the model’s precision in detecting characteristics
that are pivotal for ruling out malignancy, aligning with
radiological best practices [12]. Through detailed vi-
sual explanations consistently distinguishing these fea-
tures more effectively than competitor methods, the pro-
posed method demonstrates its robustness in avoiding
false positives, thereby enhancing its utility in clinical
settings.

4.4.2. Malignant nodules
Transitioning from the examination of benign nod-

ules, this section delves into the visual explanation anal-
ysis of some correctly predicted malignant lung nod-
ules. Fig. 7 presents cases where the proposed method
successfully identifies and highlights key diagnostic
features indicative of malignancy. Each example illus-
trates the model’s capability to focus on critical charac-
teristics such as irregular margins, heterogeneous tex-
ture, and cystic components, confirming its effective-
ness and precision in malignancy detection. By explor-
ing these correctly classified cases, we aim to demon-
strate the robustness and diagnostic accuracy of the pro-
posed model in identifying malignant nodules.

The presented case in Fig. 7a displays a partly solid
nodule characterised by an increase in the density of
the solid component, without calcification, making it a
subject of malignancy suspicion. The proposed model
not only effectively highlights areas of the spiculations
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(a) MERA uniquely highlights the cystic components, in addition to spiculations and irregular margins.

(b) Compared to other algorithms which focus inadequately on only parts of the lesion, MERA effectively highlights the irregular
margin, lobulation and spiculation, providing clear visual cues for malignancy.

(c) While other methods focus ambiguously on the high-intensity rib showing no abnormality, MERA accurately highlights the ground
glass texture and irregular margins of the nodule.

(d) MERA proficiently highlights the heterogeneous texture and irregular margins, key indicators of malignancy.

Figure 7: Local visual explanation of malignant nodules. From left to right: original lung nodule image patch on an axial chest CT, visual
explanation of 4 competitor methods, visual explanation of our proposed method, our predicted nodule attributes and malignancy (green font
indicates correct and red font indicates wrong, and only 1% annotated data is used for the predictions). Compared to competitor methods, the
proposed model consistently emphasises the most diagnostically significant features indicative of malignancy.
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or the irregularity of the margins (which are also gen-
erally indicated by GCAM[22], SmGCAMpp[24], and
XGCAM [25]), but also uniquely pinpoints the cystic
components of the nodule, evident in the posterior left
highlighted area of the visual explanation map. Both
of these features are critical indicators of malignant po-
tential. The model’s demonstrated ability to focus on
subtle yet significant morphological details such as the
cystic components presents a more comprehensive and
nuanced analysis, aligning closely with diagnostic cri-
teria used in radiology.

In Fig. 7b, the CT image illustrates a partly solid nod-
ule with increased density in the solid component and
absent calcification. The lesion displays irregular mar-
gins, medium lobulation and spiculation, all of which
are associated with malignancy. Unlike the other meth-
ods whose focus areas remain ambiguous, our MERA
model comprehensively highlights the irregular mar-
gins, lobulation, and spiculation of the nodule. Our
model’s ability to distinctly emphasise and visually ex-
plain such malignancy-indicative features like directly
supports the clinical decision-making process.

Fig. 7c presents an axial chest CT image (bone win-
dow) of a ground glass nodule without a solid compo-
nent or calcifications, raising suspicion of malignancy
due to the nodule’s distinctive texture and irregular mar-
gins. Unlike other methods which remain ambiguous
and mostly focus on the nearby rib showing no abnor-
mality (probably misled by the high intensity), the pro-
posed model distinctly highlights the ground glass tex-
ture and the irregular margins of the nodule, which are
essential markers for identifying potential malignancies.
The ability of the proposed model to selectively empha-
sise these features demonstrates its practical applicabil-
ity in clinical settings, providing radiologists with a tar-
geted visual explanation.

The case in Fig. 7d showcases a solid spiculated nod-
ule with a heterogeneous texture. The nodule’s charac-
teristics such as its irregular margins and potential in-
vasion of the adjacent pleura contribute significantly to
the suspicion of malignancy, making this case particu-
larly noteworthy. The visual explanation produced by
other methods display lack of specificity and unclear
focus on the nodule’s critical features. In contrast, our
proposed method effectively identifies the heterogeneity
and the irregular margins of the lesion, although it does
not clearly demarcate the pleural invasion. This focus
on heterogeneous texture and irregular margins is vital,
as these features are highly indicative of malignant pro-
cesses. The ability of our model’s visual explanation to
highlight these aspects, despite the limitation in visu-
alising pleural invasion, underscores its value in aiding

radiologists with essential diagnostic information.
In conclusion, the analysis of correctly predicted

malignant samples demonstrates the proposed model’s
adeptness at identifying and emphasising diagnostically
significant features within lung nodules. The cases
discussed in Fig. 7 highlight the model’s exceptional
ability to discern subtle yet critical morphological de-
tails, substantially outperforming the competitor meth-
ods [21, 22, 24, 25], enhancing its utility in the clinical
diagnostic process. Each case confirmed the model’s
precision in detecting features strongly associated with
malignancy, which aligns closely with the diagnostic
criteria used by radiologists [12]. This reinforces the
model’s potential as a valuable tool in the accurate di-
agnosis of malignant lung nodules.

4.4.3. Incorrect predictions
Following the discussion on correctly predicted ma-

lignant lung nodules, we also present cases where the
proposed method provides incorrect malignancy predic-
tion. This subset of samples in Fig. 8, detailed be-
low, showcases instances where the model effectively
highlighted key diagnostic features but ultimately failed
in the final malignancy classification. By analysing
these discrepancies, we aim to unearth insights into the
model’s diagnostic limitations and strengths.

The case in Fig. 8a displays a small pulmonary nod-
ule with sharp margins and subtle intranodular calcifi-
cations, visualised in a bone window setting. The asso-
ciated lesion’s triangular shape may suggest a connec-
tion with a fissure, indicating benign characteristics that
are challenging to assess accurately without the appro-
priate lung window setting [12]. While other methods
predominantly focus on the rib bone, our method dis-
tinguishes itself by attempting to highlight features tra-
ditionally associated with malignancy, such as the sus-
pected lobulation in the right-hand part of the nodule.
However, this is mistakenly flagged due to the model
interpreting the image in a non-standard bone window
setting, deviating from the standard lung window typ-
ically used for assessing lung lesions. This example
underscores the model’s sensitivity to subtle features,
which, although potentially leading to incorrect malig-
nancy predictions under inappropriate conditions, still
provides valuable insights through its visual explana-
tion.

Fig. 8b illustrates an axial chest CT image of a solid
nodule with subtle calcified components. Notable fea-
tures include irregular margins and slight lobulation,
which generally raise suspicions of malignancy. Unlike
other algorithms that show unclear attention, our pro-
posed method demonstrates a precise capability to de-
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(a) In an inappropriate bone window setting, while other methods are off-focus, the proposed method attempts to highlight the
triangular-shaped associated lesion, possibly either due to anatomical relationship with a fissure or suspicion of lobulation, despite of
the final incorrect malignancy prediction.

(b) Despite of the incorrect malignancy prediction, the proposed model accurately highlights the irregular margins and subtle lobulation
of a solid nodule.

(c) The proposed model accurately focuses on the central cystic component of the nodule while neglecting the irregular margins,
leading to an incorrect malignancy prediction.

(d) Despite the incorrect malignancy prediction due to an erroneous assessment of lobulation, the proposed model effectively highlights
the nodule’s irregular margins and bilateral linear features.

Figure 8: Local visual explanation of incorrect predictions. From left to right: original lung nodule image patch on an axial chest CT, visual
explanation of 4 competitor methods, visual explanation of our proposed method, our predicted nodule attributes and malignancy (green font
indicates correct and red font indicates wrong, and only 1% annotated data is used for the predictions). Each subfigure underscores the model’s
capability to effectively highlight key morphological features, such as irregular margins, textural variations and cystic components, demonstrating
its value in providing detailed visual explanations despite the incorrect final malignancy predictions.
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tect and visually emphasise the nodule’s irregular mar-
gins and textural variations. Despite the incorrect clas-
sification of the nodule as unlikely malignant, the accu-
rate depiction of the nodule’s attributes by our method is
of significant diagnostic value. It supports radiologists
by providing clear visual cues about the nature of the
nodule, aiding in a more informed analysis.

The case in Fig. 8c depicts a partially solid nodule
with a central cystic component, suggestive of necro-
sis. The lesion’s irregular margins, indicative of malig-
nancy, are also a notable feature. Our method success-
fully identifies and highlights the central cystic compo-
nent of the nodule, a critical marker often associated
with malignant lesions. In spite of the limitation in ne-
glecting the irregular margins, this contrasts with other
methods that primarily focus on the heterogeneous tex-
ture of the nodule, missing crucial details.

Fig. 8d showcases an axial chest CT image of a solid
nodule characterised by its significant size and irregu-
lar margins and lobulation, features that typically sug-
gest malignancy. Our method excels in detailing the ir-
regular margins and bilateral linear features that might
suggest infiltrative behaviour, unlike other competitor
methods that generally focus on only parts of the nod-
ule. Although the final classification by our model as
unlikely malignant is incorrect, the ability of the model
to distinctly highlight important features provides valu-
able visual information that can support clinical diag-
nosis. Such detailed visualisation can aid radiologists
in scrutinising the nodule more thoroughly, potentially
prompting further investigation that could lead to a cor-
rect diagnosis.

In summary, the exploration of incorrectly predicted
malignant samples underscores the proposed method’s
ability to detail critical and substantial diagnostic fea-
tures, which, although not always leading to correct ma-
lignancy predictions, significantly enrich the assistance
during the diagnostic process. Each case demonstrated
the model’s proficiency in highlighting relevant features
such as irregular margins, lobulation, and specific pat-
terns indicative of potential malignancies. These find-
ings stress the importance of multimodal and multiscale
explainability of the model, aiming to better integrate
the visual explanations with clinical outcomes.

4.5. Concept explanation: from nodule attributes to
malignancy diagnostics

The performance is evaluated quantitatively in terms
of prediction accuracy of nodule attributes and malig-
nancy, with the evaluation procedure as in Sec. 4.3.

Tab. 2 summarises the overall prediction performance
and compares it with the state-of-the-art. The results
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Figure 9: Performance comparison, in terms of prediction accu-
racy (%) of nodule attributes and malignancy. Observe that MERA
achieves simultaneously high accuracy in predicting malignancy and
all nodule attributes, regardless of using either full or partial annota-
tions.
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Figure 10: Probabilities of correctly predicting a certain number
of attributes for a given nodule sample. Observe that MERA shows
a more prominent probability of simultaneously predicting all 8 nod-
ule attributes correctly.

show that when using only 518 among the 730 nod-
ule samples and 1% of their annotations for training,
MERA reaches over 90% accuracy simultaneously in
predicting all nodule attributes, which outperforms all
previous works. Meanwhile, regarding nodule malig-
nancy prediction accuracy, MERA performs compara-
bly with X-Caps[5] and already better than HSCNN [4],
which uses 3D volume data. When using 10% anno-
tations, our malignancy prediction accuracy surpasses
all other explainable competitors using full annotations,
among which MSN-JCN[6] is heavily supervised by ad-
ditional information.

The visualisation of the performance comparison is
shown in Fig. 9. It can be observed that our approach
demonstrates simultaneously high prediction accuracy
in malignancy and all nodule attributes. This substan-
tially increases the model’s trustworthiness and has not
been achieved in previous works.

In addition, we also calculate the probabilities of cor-
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Table 2: Prediction accuracy (%) of nodule attributes and malignancy. The best in each column is bolded for full/partial annotation respec-
tively. Dashes (-) denote values not reported by the compared methods. Results of our proposed MERA are highlighted. Observe that with
1% annotations, MERA reaches competitive accuracy in malignancy prediction and over 90% accuracy simultaneously in predicting all nodule
attributes, meanwhile using the fewest nodules and no additional information.

Nodule attributes
Sub Cal Sph Mar Lob Spi Tex Malignancy #nodules No additional

information
Full annotation
HSCNN[4] 71.90 90.80 55.20 72.50 - - 83.40 84.20 4252 ✗c

X-Caps[5] 90.39 - 85.44 84.14 70.69 75.23 93.10 86.39 1149 ✓
MSN-JCN[6] 70.77 94.07 68.63 78.88 94.75 93.75 89.00 87.07 2616 ✗d

MTMR[7] - - - - - - - 93.50 1422 ✗e

MERA 96.32±0.61 95.88±0.15 97.23±0.20 96.23±0.23 93.93±0.87 94.06±0.60 97.01±0.26 87.56±0.61 730 ✓

Partial annotation
WeakSup[8] (1:5a) 43.10 63.90 42.40 58.50 40.60 38.70 51.20 82.40
WeakSup[8] (1:3a) 66.80 91.50 66.40 79.60 74.30 81.40 82.20 89.10 2558 ✗f

MERA (10%b) 96.23±0.45 92.72±1.66 95.71±0.47 90.03±3.68 93.89±1.41 93.67±0.64 92.41±1.05 87.86±1.99
MERA (1%b) 95.84±0.34 92.67±1.24 95.97±0.45 91.03±4.65 93.54±0.87 92.72±1.19 92.67±1.50 86.22±2.51 730 ✓

a 1 : N indicates that 1
1+N of training samples have annotations on nodule attributes. (All samples have malignancy annotations.) b The proportion of training samples

that have annotations on nodule attributes and malignancy. c 3D volume data are used. d Segmentation masks and nodule diameter information are used. Two
other traditional methods are used to assist training. e All 2D slices in 3D volumes are used. f Multi-scale 3D volume data are used.

rectly predicting a certain number of attributes for a
given nodule sample, as shown in Fig. 10. The prob-
abilities are calculated from Tab. 2. To not underesti-
mate the performance of other compared methods, their
not reported values are all assumed to be 100% accu-
racy. It can be seen that MERA demonstrates a more
prominent probability of simultaneously predicting all
8 nodule attributes correctly. The probability of cor-
rectly predicting at least 7 attributes is higher than 90%,
even under the extreme 1% annotation condition. In
contrast, WeakSup(1:5)[8], despite achieving 82.4% ac-
curacy in malignancy prediction, shows no significant
difference in predicting nodule attributes compared to
random guessing, which we consider to be the opposite
of trustworthiness.

4.6. Ablation study

We validate our proposed training strategy by the fol-
lowing ablation experiments.

4.6.1. Validation of unsupervised feature extraction
We validate our unsupervised feature extraction ap-

proach in Stage 1 (3.1.1) by comparing with different
architectures for encoders E, training strategies, and
whether to use ImageNet-pretrained weights. The re-
sults in Tab. 3 show that ViT architecture benefits more
from the self-supervised contrastive training compared
to ResNet-50 as a CNN representative. This observation
is in accord with the findings in [14, 41]. ViT’s low-
est accuracy in end-to-end training reiterates its require-
ment for a large amount of training data [15]. Starting
from the ImageNet-pretrained weights is also shown to
be helpful for ViT but not ResNet-50, probably due to
ViT’s lack of inductive bias needs far more than hun-
dreds of training samples to compensate [15], especially

Table 3: Validation of Stage 1 training, evaluated by malignancy
prediction accuracy (%). All annotations are used during training.
The result of our proposed setting is highlighted . Only our proposed
setting and conventional end-to-end trained CNN achieve higher than
85% accuracy.

Arch #params Training
strategy

ImageNet
pretrain Acc

ResNet-50 23.5M
end-to-end ✗ 88.08∗

two-stage ✗ 70.48
two-stage ✓ 70.48
end-to-end ✗ 64.24
two-stage ✗ 79.19ViT 21.7M
two-stage ✓ 87.56

∗ This is a representative setting and performance of previ-
ous works using CNN architecture.

Table 4: Ablation study of proposed components in Stage 2,
evaluated by the malignancy prediction accuracy using 10% and
1% annotations. The best in each column is bolded. Settings of
the plain supervised approach following Stage 1 and our proposed

MERA are highlighted.

Maligancy accuracySeed sample
selection

Annotation
acquisition strategy

Pseudo
labelling Quenching (10%) (1%)∗

random ✗ ✗ ✗ 86.65±1.39 80.02±8.56
random malignancy confidence dynamic ✓ 82.71±7.47 79.50±11.10
sparse integrated entropy dynamic ✓ 86.52±0.99 86.22±2.51
sparse malignancy confidence static ✗ 85.91±1.66 85.35±1.93
sparse malignancy confidence dynamic ✓ 87.86±1.99 86.22±2.51

∗ Does not contain requested annotations.

for medical images. In summary, only the proposed ap-
proach and conventional end-to-end training of ResNet-
50 achieve higher than 85% accuracy of malignancy
prediction.

4.6.2. Validation of weakly supervised hierarchical pre-
diction

We validate the proposed annotation exploitation
mechanism in Stage 2 (Sec. 3.1.2) by ablating each
component as a row shown in Tab. 4. The standard de-
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Figure 11: Influence of annotation reduction on MERA, MERA
without annotation exploitation mechanism (AEM) and a representa-
tive CNN baseline , in terms of nodule malignancy prediction accu-
racy. With the proposed AEM, MERA achieves comparable or even
higher accuracy with 10x fewer annotations, meanwhile being more
robust.

viation when using 1% annotations shows that sparse
seeding plays a crucial role in stabilising performance.
The sum entropy[47] integrating malignancy and all
nodule attributes was also experimented with as an al-
ternative acquisition strategy, but exhibits impaired pre-
diction accuracy. Quenching, which enables dynamic
pseudo labelling, also proves necessary for the boosted
performance.

To further illustrate the effect of the proposed an-
notation exploitation mechanism (AEM) in Stage 2
(Sec. 3.1.2), we plot the malignancy prediction accu-
racy as annotations are reduced on a logarithmic scale.
As shown in Fig. 11, MERA demonstrates strong ro-
bustness w.r.t. annotation reduction. When annota-
tions reach only 1%, the average accuracy of the end-
to-end trained CNN baseline model decreases rapidly
to 71.26%. On the other hand, MERA without AEM
suffer from the high instability, despite of the its higher
average accuracy. In contrast, with the proposed AEM,
MERA achieves comparable or even higher malignancy
prediction accuracy with 10x fewer annotations, mean-
while being significantly more robust under the condi-
tion of 1% annotations.

5. Conclusions

In this paper, we introduced MERA, a multimodal
and multiscale self-explanatory model that significantly
reduces the annotation burden required for lung nodule
diagnosis. MERA not only maintains high diagnostic
accuracy but also provides comprehensive, intrinsic ex-
planations. Through rigorous experimentation and anal-
ysis, we have derived several key insights:
• MERA demonstrates superior or comparable ac-

curacy in malignancy prediction using only 1%

annotated samples, compared with state-of-the-art
methods using full annotation. This substantial
reduction in annotation requirements establishes
MERA as a practical solution in clinical settings
where annotated data is scarce.
• The clustering in the learned latent space re-

veals underlying correlations between nodule at-
tributes and malignancy. This alignment with clin-
ical knowledge enhances the trustworthiness of
model’s decisions. The separability of data point
in the latent space underpins the exhibited predic-
tion performance.
• MERA contextualises diagnostic decisions by pre-

senting cases similar to the current subject, aiding
radiologists in understanding the model’s reason-
ing through comparable instances.
• Local visual explanations provided by MERA

highlight critical diagnostic features such as ir-
regular margins, heterogeneous texture, and cystic
components. These visual insights align closely
with clinical practices and diagnostic guidelines,
significantly enriching the assistance during the di-
agnostic process, even under the circumstances of
occasional incorrect malignancy prediction.
• MERA unprecedentedly achieves over 90% accu-

racy simultaneously in predicting all nodule at-
tributes when trained with only hundreds of sam-
ples and 1% of their annotations, significantly en-
hancing the model’s trustworthiness.
• The SSL techniques employed in MERA effec-

tively leverage unlabelled data, which helps in re-
ducing the dependency on annotations. The pro-
posed annotation exploitation mechanism, includ-
ing sparse seeding and dynamic pseudo labelling
with quenching, notably enhances training robust-
ness and model performance.
• MERA integrates multimodal and multiscale ex-

planations directly into its decision-making pro-
cess, contrasting with traditional post-hoc meth-
ods. This intrinsic approach to explanation ensures
more reliable and transparent diagnostic outcomes.

Overall, MERA represents a significant advancement
in explainable artificial intelligence for lung nodule di-
agnosis. Its ability to achieve high diagnostic accuracy
with very limited annotations, coupled with its robust
and transparent decision-making process, makes it a
valuable tool for enhancing early lung cancer detection
and improving patient outcomes. Future efforts will fo-
cus on further optimising the model, exploring its appli-
cability to other medical imaging tasks, and integrating
it into clinical workflows for real-world validation.
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Figure A.12: Samples of true positive malignancy predictions with local visual explanation and concept explanation (not cherry-picked). From
left to right: original lung nodule image patch on an axial chest CT, visual explanation of 4 competitor methods, visual explanation of our proposed
method, our predicted nodule attributes and malignancy (green font indicates correct and red font indicates wrong, and only 1% annotated data is
used for the predictions).
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Figure A.13: Samples of true positive malignancy predictions with local visual explanation and concept explanation (not cherry-picked). From
left to right: original lung nodule image patch on an axial chest CT, visual explanation of 4 competitor methods, visual explanation of our proposed
method, our predicted nodule attributes and malignancy (green font indicates correct and red font indicates wrong, and only 1% annotated data is
used for the predictions).
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Figure A.14: Samples of false positive malignancy predictions with local visual explanation and concept explanation (not cherry-picked). From
left to right: original lung nodule image patch on an axial chest CT, visual explanation of 4 competitor methods, visual explanation of our proposed
method, our predicted nodule attributes and malignancy (green font indicates correct and red font indicates wrong, and only 1% annotated data is
used for the predictions).
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Figure A.15: Samples of false positive malignancy predictions with local visual explanation and concept explanation (not cherry-picked). From
left to right: original lung nodule image patch on an axial chest CT, visual explanation of 4 competitor methods, visual explanation of our proposed
method, our predicted nodule attributes and malignancy (green font indicates correct and red font indicates wrong, and only 1% annotated data is
used for the predictions).
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Figure A.16: Samples of false negative malignancy predictions with local visual explanation and concept explanation (not cherry-picked). From
left to right: original lung nodule image patch on an axial chest CT, visual explanation of 4 competitor methods, visual explanation of our proposed
method, our predicted nodule attributes and malignancy (green font indicates correct and red font indicates wrong, and only 1% annotated data is
used for the predictions).
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Figure A.17: Samples of false negative malignancy predictions with local visual explanation and concept explanation (not cherry-picked). From
left to right: original lung nodule image patch on an axial chest CT, visual explanation of 4 competitor methods, visual explanation of our proposed
method, our predicted nodule attributes and malignancy (green font indicates correct and red font indicates wrong, and only 1% annotated data is
used for the predictions).
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Figure A.18: Samples of true negative malignancy predictions with local visual explanation and concept explanation (not cherry-picked). From
left to right: original lung nodule image patch on an axial chest CT, visual explanation of 4 competitor methods, visual explanation of our proposed
method, our predicted nodule attributes and malignancy (green font indicates correct and red font indicates wrong, and only 1% annotated data is
used for the predictions).
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Figure A.19: Samples of true negative malignancy predictions with local visual explanation and concept explanation (not cherry-picked). From
left to right: original lung nodule image patch on an axial chest CT, visual explanation of 4 competitor methods, visual explanation of our proposed
method, our predicted nodule attributes and malignancy (green font indicates correct and red font indicates wrong, and only 1% annotated data is
used for the predictions).
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